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Motivation and Contributions Approach Evolving Scenes Results (AV2 Single-Agent Validation Set)

Lightweight Backbone Architecture: An efficient model processing short observation windows incrementally. It integrates a self-attention-based agent encoder f4, a PointNet-
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. Method Streaming actorMRg avgMinADEg avgMinFDEg avgBrierMinFDEg

Forecast-MAE [8] 0.19 0.69 1.55 2.24
SRefiner [9] 0.19 0.68 1.52 2.21
RealMotion [1] 0.18 0.62 1.32 2.01
DeMo [2) 0.16 0.58 1.24 1.93
SHARP (Ours) 0.15 0.56 1.15 1.80

Our Processing Scheme:
Short, Non-Overlapping
Observation Windows
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While standard benchmarks evaluate
models only wusing a fixed history
H,; to predict a fixed future horizon
F%, real-world driving demands dynamic
adaptabilityy .

To provide a more comprehensive and
realistic evaluation, we test at different
prediction timesteps t,, utilizing varying
context lengths T, and evaluating across
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SHARP achieves an average online latency of just 30 ms per scenario in the AV2 multi-agent setting. .
Single-Agent Setting: SHARP requires only 33 ms, 35 ms, and 57 ms for batches of 16, 32, and 64 agents, respectively.
This outpaces DeMo [2] (35/49/88 ms) and RealMotion [1] (44/79/140 ms).
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of SHARP, ground truth, historical observations, and surrounding agents



